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Abstract. Hybrid systems exhibit mode-dependent continuous-time dy-
namics. They are encountered in several phases of Cyber-Physical Sys-
tems design: physical system modeling, budgeting time over the com-
puting architecture, safety analyses, and more generally virtual system
modeling. These different phases typically involve different kinds of tools,
with differing interpretations of the underlying mathematics. By exhibit-
ing a mix of continuous- and discrete-time, hybrid systems raise a number
of unexpected challenges for existing modeling and simulation tools.

We review these challenges and propose some new perspectives for ad-
dressing them. Recalling the theoretical effort that underpinned the de-
velopment of synchronous languages—which allowed, for example, the
development of a certified compiler for SCADE—we propose redoing the
same for hybrid systems modeling tools.
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1 Introduction: virtual engineering in CPS

By combining possibly distributed physical objects and devices together with
the embedded or remote computing systems for their control, Cyber-Physical
systems (CPS) [12,33] elevate issues of modeling to a very demanding level. As
a real example, we know of a system design toolset in use at an automotive
company which had to:

– help over 30 different internal teams with diverse expertise work together;
– link over 40 different embedded electronics design representations across the

entire development process;

? This work was supported by Action d’Envergure INRIA Synchronics and by ITEA-
project MODRIO.
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– ensure the integration of the embedded electronics design flow at the same
levels of quality and performance as the 3D CAD system;

– support model-based design and executable specification throughout the
OEM/supplier chain.

Since they involve physical objects and devices, CPS require a lot of multi-physics
modeling, ranging across mechanics, aerodynamics, hydraulics, thermodynam-
ics, electrical, and combinations thereof. Since CPS cannot go without control, a
number of functions must be specified for CPS control, monitoring, and supervi-
sion. These functions are initially specified during requirements capture and then
later refined to embedded system software. CPS are a combination of physical
systems for control, with associated embedded software running on a possibly
distributed embedded computing architecture comprising ECUs and communi-
cation/OS infrastructure, with resource characteristics (time, energy, memory,
weight) that usually require optimization. CPS models should, therefore, encom-
pass all of the above aspects. Issues of quality and certification call for executable
and analyzable models, with reproducible executions free from unwanted non-
determinism. This “models everywhere” design philosophy is advocated by A.
Sangiovanni-Vincentelli under the name of Platform Based Design [35,9,32].

Recalling the theoretical effort that was performed in support of the develop-
ment of synchronous languages [7] and which facilitated, for example, facilitated
the creation of a certified compiler for SCADE,5 we would like to redo the same
for hybrid systems modeling tools. Clean semantic definitions are, therefore, one
important aspect that we discuss. The status of discrete-time/discrete-event dy-
namics embedded in continuous time systems is another central issue that we
study. We advocate the use of a clear identification of continuous versus discrete
clocks and signals and we suggest regarding this issue as part of compilation by
giving it the form of a typing problem. This allows us to propose a novel sliced
architecture for hybrid systems modelers, consisting of off-the-shelf ODE solvers,
an off-the-shelf synchronous compiler, and a small controller that coordinates the
two.

The paper is organized as follows. Consequences for Hybrid Systems Model-
ing in CPS is discussed in Section 2. We observe that discrete and continuous
dynamics may be understood in different ways depending on the type of tool.
We therefore discuss the issue of discrete dynamics in the context of continuous
dynamics. Then, we discuss some difficult problems related to this distinction
that arise from the physics. Section 3 reviews the corresponding fundamental
challenges. We briefly describe the concept of slicing. Then, we motivate the
consideration of nonstandard analysis as a semantics domain for hybrid systems.
In Section 4 we sketch some details of our proof-of-concept hybrid synchronous
language Zélus. Finally, the consideration of acausal systems is discussed in Sec-
tion 5, as well as some other novel issues raised by hybrid systems.

5 http://www.esterel-technologies.com

http://www.esterel-technologies.com
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2 Consequences for Hybrid Systems Modeling in CPS

The multi-faceted nature of modeling in CPS design raises a number of novel
issues that we discuss in this section.

2.1 Do the different modeling tools speak the same mathematical
language?

From the point of view of modeling and simulation tools, one must identify the
key basic Models of Computation used for different design tasks:6

– The continuous real time of physics is used for physical systems modeling,
for the timing behavior of computing architectures, and also for the fine
timing behavior of the entire system.

– Discrete time is used to enumerate successive events of the same kind. It can
be metric when dealing with sampled control, or event based in supervision
functions, where, for example, reconfiguration or mode change occurs in
response to certain events.

– Resource models are required to address resource management (timing bud-
gets, energy consumption, weight, cost, etc.).

These models of computation are interspersed throughout designs. Discrete-time
is used to capture events or sampled time in multi-physics modeling, to trigger
CPS functions in embedded software, and also in resource models. Continuous
real-time is used in multi-physics modeling, in resource modeling, and, to a
lesser extent, in the modeling of computing architectures. And, finally, resource
models are also used to deal with resource issues in physical parts and devices.
Unfortunately the various tools used for these different tasks do not always
interpret the models of computation in a consistent way.

Models of systems involving the physics are typically built using Simulink
and related tools,7 Labview8, or Modelica.9 In these models, the current status
is to regard discrete-time/event models as continuous-time ones having piecewise
constant trajectories. The same tools can be used for capturing pure discrete-
time/event models of the embedded software and SCADE offers a certified com-
piler for it. For this restricted use, it makes sense to regard trajectories as se-
quences or streams of valued events, not continuous-time trajectories. Models

6 Models of Computation are the heart of E.A. Lee’s Ptolemy II tool for multi-domain
system modeling [16,12,15].

7 Stateflow (http://www.mathworks.fr/products/stateflow/) for higher-level
event-based specification of functions; SimEvents (http://www.mathworks.fr/
products/simevents/) for the timing evaluation of architectures; Simscape
(http://www.mathworks.fr/products/simscape/) for physical modeling with
a number of dedicated tools for each domain; Simulink Coder (http://www.
mathworks.fr/products/simulink-coder/) for code generation with several spe-
cializations; and, xPC Target (http://www.mathworks.fr/products/xpctarget/)
for rapid prototyping and HIL simulation, with again some specializations.

8 http://www.ni.com/labview/ and [28,19]
9 http://www.modelica.org/

http://www.mathworks.fr/products/stateflow/ 
http://www.mathworks.fr/products/simevents/ 
http://www.mathworks.fr/products/simevents/ 
http://www.mathworks.fr/products/simscape/ 
http://www.mathworks.fr/products/simulink-coder/ 
http://www.mathworks.fr/products/simulink-coder/ 
http://www.mathworks.fr/products/xpctarget/ 
http://www.ni.com/labview/
http://www.modelica.org/
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of discrete time or discrete events used for timing/performance evaluation of
computing architectures, or for safety analyzes, may also differ.

2.2 The Problem with Continuous versus Discrete

We will focus our discussion on the two seemingly simple domains of discrete
time and continuous real time, as they are handled in most popular tools.10

For a simple example, consider the program shown in Figure 1, written in
a self-explanatory “programming language”. This program specifies a discrete-

S = pre (S) init 0.0 + x (i)
ẋ = 1.0 init 0.0 (ii)

(a)

(b)

(c)

(d)

Fig. 1: A basic program and its possible interpretations. Activations of the
discrete-time block are marked by triangles and the corresponding outputs S
by circles.

time accumulator S, which successively sums the values received on the input
signal x; pre (S) denotes the previous value of S with an initial value of 0.0. This
is a discrete-time dynamical system, which makes perfect sense when considered
in isolation. But it is composed with the second equation: an ODE defining x.
Clearly, this is a spurious program as it mixes the discrete-time equation defining

10 It is not our intention to criticize any particular tool. The ones we discuss are all
high-quality, widely-used tools with recurrent successful applications in industry. We
simply try, rather, to indicate the surprising difficulties of the subject.
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Fig. 2: Simulink models with problematic combinations of continuous and dis-
crete blocks.

S with the continuous time ODE ẋ = . . . Some interpretations of this program
are proposed in Figure 1:11

(a) Here, N is taken as the time base for activating the discrete-time equation
(i), using the natural embedding N ⊆ R. The question is, then: why prefer
this embedding over any other, for example, one that activates the program
every millisecond rather than every second?

(b) Alternatively, since the discrete-time equation (i) is not given a proper acti-
vation clock, it inherits the discrete sequence of discretization instants chosen
by a continuous solver (the so-called “major steps” of Simulink [27, 3-19][26,
4-80]). Thus, in this interpretation, assuming a variable step size solver is
used for the ODE, the instants of activation of the discrete-time block effec-
tively become unpredictable, as does the behavior of the whole program.

(c) Another possibility is for the discrete-time block to inherit the “zero-duration”
perpendicular time of the super-dense semantics advocated by E.A. Lee [25,22,23].
That is, the discrete-time equation (i) is activated at an infinite pace, so all
instants accumulate as a totally ordered sequence arising at physical time
t = 0. Obviously, the accumulator S diverges immediately.

(d) Another interpretation, not shown in the figure, consists in rejecting this pro-
gram at compile time, by using a typing analysis that considers continuous-
time variable time as an invalid input for the discrete-time equation (i).

(e) Here we have corrected the typing inconsistency of the program by making
the activation instants of the discrete-time block explicit as the zero-crossings
of the continuous-time signal shown in green.

The reader may wonder what would happen if such a spurious program is
submitted to a real hybrid systems modeler. Figure 2a shows the corresponding
Simulink model. At the beginning of a simulation, Simulink prints the warning:

11 Each of these interpretations is invoked in one way or another in popular tools for
some programs.
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Fig. 3: A Simulink/Stateflow model with a problematic combination of continu-
ous and discrete behaviors.

Warning: ‘Unit Delay’ is discrete, yet is inheriting a continuous sample
time; consider replacing unit delay with a memory block. When a unit
delay block inherits continuous sample time, its behavior is the same as
the memory block. Unit delay block’s time delay will not be fixed and
could change with each time step. This might be unexpected behavior.
Normally, a unit delay block uses discrete sample time. You can disable
this diagnostic by setting the “Discrete used as continuous” diagnostic
to “none” in the Sample Time group on the Diagnostics panel of the
Configuration Parameters dialog box.

Following this suggestion yields the model in Figure 2b which executes without
related warnings. Simulating either model over three seconds gives the results
shown in Figure 2c. So, Simulink responds to such diagrams with warnings and
suggestions. There may be many such messages, and, generally the appropriate
response can be found amongst them. Unfortunately, knowing which is the right
answer generally requires knowing very precisely how the diagram is supposed to
behave. . . something that, indeed, a designer wants to learn from a simulation.

There are also cases where spurious models are accepted without any warn-
ing. One such example is shown in Figure 3, which comprises a top-level Simulink
model, Figure 3a, that contains a (continuous) Stateflow chart, Figure 3b. This
chart increments the counter cpt for as long as the input t, generated by an
integrator, is less than an arbitrary constant. The value of the counter again
depends on the steps chosen by the solver, but no warning message is emitted.

Properly separating continuous-time and discrete-time dynamics is not sim-
ple. The Modelica consortium12 is currently endeavouring to isolate and cleanly
orchestrate, in the context of integrated virtual modeling, discrete reactions,
continuous real time, and continuous dynamics [18,29]. Ptolemy II13, on the
other hand, delegates the combination of different models to so-called directors,
which specify and implement, through user defined protocols, the coordination
of different models of computation. In continuous-time models, the director in-
vokes numerical solvers. In both cases, and in other tools, such combinations of
continuous-time and discrete-time dynamics involve many delicate choices which
affect the meaning of models. Overall, we believe that cleanly separating, in hy-

12 https://www.openmodelica.org/
13 http://ptolemy.berkeley.edu/ptolemyII/

https://www.openmodelica.org/
http://ptolemy.berkeley.edu/ptolemyII/
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(a) Billiards (b) Circuit breakers

(c) Braking systems (d) Human hair

Fig. 4: Some examples of physical systems hostile to hybrid systems modelers.

brid systems, continuous from discrete dynamics, is of central importance in
producing good and faithful simulations and supporting analyses.

2.3 The physics can be difficult

The difficulties discussed in the previous section were mainly related to the
proper understanding of programs, seen as software. So, they could be seen as
artifacts arising from blending models of physical systems and control software.

This assumption would, however, be incorrect as the physics alone can be
challenging. Figure 4 shows examples of physical systems that are hostile to
hybrid systems modelers. Correctly simulating the propagation of impacts in the
opening break of a game of billiards requires careful modeling by an engineer,
with lots of manual tuning. Large circuit breakers exhibit similar difficulties.
Other challenging examples include the ABS intelligent breaking systems, which
is the simplest example of a fast stop-and-go system involving chattering, and
modeling the motion of human hair, where it is nearly impossible to handle the
boundaries between individual hairs.

These examples somehow suggest rejecting the argument developed in the
previous section, namely that discrete and continuous dynamics should be cleanly
separated. Indeed, when simulating models of the above examples, modern tech-
niques tend to implement execution schemes that avoid explicitly detecting the
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discrete events defining changes in the continuous dynamics, see, for example,
the so-called Moreau’s Sweeping Process [21,2], which is discussed in Section 5.2.

So, the issue becomes the following: how to slice a program into

– its solver-handled part, and
– its discrete-handled part.

The solver-handled part gathers the dynamics that are to be delegated to a
solver. As the above discussion indicates, this fragment may include some dis-
continuities. Other discontinuities—we call them stopping events—must not
be handled by the solver, but are instead delegated to the discrete-handled part,
which triggers resets, reconfigurations, and, more generally, mode changes.

As an example, a bouncing ball seen as an isolated system, could be com-
pletely delegated to a solver for simulation, see [1] for a numerical example
where simulation is performed without explicit detection of bouncing events. In
contrast, if the bouncing event occurs in a game in Las Vegas, then jackpot
may result, and this event becomes more important and must be handled as a
stopping event because it triggers some mode change in another subsystem (the
player’s pocket).

In summary, properly identifying stopping events at compile time is a critical
task of the compiler.

3 The Need for an Effort on Theory

Here we provide a high-level presentation of technical results that can be found
in detail in [6].

3.1 Compilation by Code Slicing

Figure 5 illustrates the concept of slicing we discussed in the previous section. It
depicts the overall structure of the execution engine, in the form of a two state
automaton that coordinates the solver and the management of mode changes.
During the phase of positive duration and while the system is in the right-hand
state, control is given to the solver handling the solver-handled dynamics. These
phases alternate with discrete-handled phases, of zero duration, where control is
given to the management of mode changes. As suggested by the inside shape of
the corresponding macro-state, its structure can be arbitrarily complex and can
involve several internal steps before terminating the handling of the changes.
The solver is shown as a black-box, suggesting that it is monolithic. This, again,
can be adjusted, as discussed later in Section 5.

Slicing requires structuring, at compile time, the hybrid system model into
the form shown in Figure 5. This requires some kind of static typing to allocate
the different parts of the program to the solver-handled and discrete-handled
phases. Performing this is easy for simplistic languages, such as the SimpleHy-
brid toy language shown in Table 1.
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solver 
ζS 

ζS 

C: D: 

Fig. 5: Slicing: a hybrid system S is structured into its “C” part, delegated to a
solver, and its “D” part, handled by a discrete-time simulation engine. Event ζS
represents all stopping events. The sophisticated shape of the “D” part indicates
that any convenient format for it can be used—here we show a Statechart.

statement discrete-handled solver-handled

(i) y = f(x) on ζS : y = f(x) outside ζS : y = f(x)

(ii) ζ = up(x) ζ = up(x)

(iii) ẏ = x reset z init y0 ẏ = x reset z init y0
(iv) z = x every ζ init y0 z = x every ζ init y0
(v) z = pre (x) init z0 z = pre (x) init z0

Table 1: The SimpleHybrid language and its slicing. The table shows the five
primitive equations. Hybrid systems are specified as systems of such equations.

Let us first informally explain what the five statements mean. Statement (i)
means ∀t ∈ R+ : yt = f(xt), it thus corresponds to a static system.

Statement (ii) defines a clock ζ that cumulates the successive instants of
rising zero-crossings of a continuous-time signal x: t is an instant of clock ζ if
and only if signal x crosses 0 at instant t, changing from a negative to a positive
value. For a simple understanding of SimpleHybrid, let the clock ζS be the
union of all stopping events (see Figure 1), i.e., all the instants involving at least
one of the zero-crossings of form (ii) in the program specifying system S. Thus,
ζS includes all the discrete instants of interest for system S and a discrete signal
of S is thus, by definition, constant outside the events of ζS .

Statement (iii) is an ODE with reset and initial conditions; the ODE is
reset each time input signal z is received to the value of z at that instant.
This statement requires z to be discrete-time in the previously defined sense.
Such a reset signal z is delivered by statement (iv), which takes as its input a
continuous-time signal x by sampling it at every instant of ζ. Finally, (v) is a
discrete-time memory, which has an initial value of z0 and otherwise returns the
previous value of x, which must be discrete-time. The resulting value, z, has the
same clock as x.
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In the above discussion we defined the qualifier “discrete-time” with refer-
ence to the clock ζS of all stopping events in a system S. How does this compare
with the usual mathematical definition of this qualifier, namely: “a discrete clock
is a subset of instants of R+ that is isomorphic to N as an order and diverges
to infinity”? Unfortunately, no compiler can check this mathematical definition.
However, if zero-crossing up(x) involves a smooth signal x, then the resulting
sequence of instants of zero-crossing will be a discrete-time clock in the mathe-
matical sense. Therefore, our definition of discrete-time based on ζS can be seen
as a simple approximation to the mathematical one, based on syntactic criteria,
i.e., one that can be checked by a compiler. With this definition of “discrete-
time”, typing the signals in a SimpleHybrid program as either continuous or
discrete becomes easy. Table 1 indicates how this typing is performed and how
slicing follows from it. The detection of zero-crossings on a signal x, specified
by statement (ii), is delegated to the solver. ODE (iii) is also handled by the
solver, but the reset events produced at some sub-clock of ζS by statement (iv)
are handled by the discrete part. Needless to say, slicing is only tractable when
carefully anticipated by the language design. This difficulty was well illustrated
by the nasty Simulink example of Figure 2.

3.2 Clarifying the small details with nonstandard analysis

ẏ = 0 reset [1,−1] every up[x,−x] init − 1
ẋ = 0 reset [−1, 1, 1] every up[y,−y, z] init − 1
ż = 1 init − 1

Table 2: A spurious example with an unbounded cascade of resets.

Consider the example of Table 2, where the following shorthands have been
used to simplify the code. Expression “ reset . . . every up . . . init . . .” is ex-
panded in an obvious way into core SimpleHybrid by introducing intermediate
variables. Next, “[x, y, z]” is a tuple collecting the given variables. When two
tuples of the same cardinality are used in “ reset . . . every up . . .”, then resets
occur using the first entry of the tuple each time the first entry of the up has
an event, or else using the second entry of the tuple each time the second entry
of the up has an event, and so on.

In this program, interesting things occur at instant t = 1 when z crosses zero.
This causes an immediate reset of x, from −1 to 1, which in turn causes a zero-
crossing of x and thus a reset of y from −1 to 1, which then yields a zero-crossing
for y, thus causing a reset of x, from 1 to −1, which yields a zero-crossing of −x,
thus causing a reset of y, from 1 to −1, which yields a zero-crossing of −y, thus
causing a reset of x, from −1 to 1, and so on, in a nonterminating loop.

This is another kind of spurious program we would like to reject since it
iterates in an endless succession of resets. In addition, in explaining its execution,
we have assume a particular interpretation of this unbounded cascade of causally
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related resets in “zero-time”, which certainly requires being more precise about
the meaning of “up” than we have been so far.

In adopting super-dense time semantics [25] in the design of their hybrid
modeler, E.A. Lee et al. [22,23] have made a first significant step. The problem is
to provide a time index in which the continuous dynamics of ODEs and cascades
of resets in zero time can both be described. Just take T = R+ × N, totally
ordered with the lexicographic order (s,m) < (t, n) if and only if either s < t, or
s = t and m < n. For ODEs, the time index used is simply (t, 0) which identifies
with t. Successive cascades of events occurring at physical time t can be labeled
by (t, 0), (t, 1), (t, 2) . . . This works well in most cases, but not always, as the
example of Table 2 shows.

In a previous paper [6], we proposed instead using nonstandard analysis as
a semantic domain for hybrid systems. The interested reader is referred to the
above reference for a rapid introduction to nonstandard analysis, here, we only
develop enough to sketch its use in defining the semantics of hybrid systems
modelers. For our purpose, we kindly ask the reader to accept the existence 14

of a time base
T = {n∂ | n ∈ ?N},

where ∂ is a nonstandard infinitesimal real number, and n is a nonstandard,
possibly infinite, integer, such that:

(a) T inherits its total order from ?N;
(b) Every subset of T which is bounded from below/above by a finite (nonstan-

dard) number has a unique minimal/maximal element;
(c) T is dense in R+.

By (a) and (b), T looks discrete, and by (c) it looks continuous.15 In particular,
it is legitimate to consider, for any t ∈ T, the instants just before and just after
t:16

•t = max{s ∈ T | s < t} or, equivalently, •(n∂) = (n− 1)∂
t• = min{s ∈ T | s > t} or, equivalently, (n∂)• = (n+ 1)∂

which allows us to define, for a signal xt indexed by t ∈ T, its shifted versions
•x and x•, by:

•xt =def x•t

x•t =def xt•
(1)

By property (c), if signal xt, wheret ∈ T, is “smooth enough”, then it defines a
unique standard signal st [x], indexed by R, and approximating x in the following
sense: if s ∈ R and t ∈ T are such that t−s is infinitesimal, then so is xt− st [x]s.
When it exists, such a st [x] is unique, we call it the standardisation of x.

14 The skeptical reader can look for details in [6], or read some classics in nonstandard
analysis [34,13,14,24], or simply believe in it from the creationistic standpoint.

15 You have your cake and eat it too.
16 In particular, any instant has a successor and a predecessor, which is not the case

for super-dense time R+ × N since (t, 0) has no unique predecessor.
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y

x

+1

−1
∂ 2∂ 3∂ 4∂ 5∂ 6∂1

Table 3: Executions of the program of Table 2 starting from t = 1. Strictly
speaking, only the values at instants 1, 1+∂, 1+2∂ . . . are defined. The piecewise
linear interpolation is only to make the drawing more readable.

Using these notations, we draw the behavior of the program of Table 2,
starting from t = 1, in Figure 3, which we can describe by reformulating our
informal explanation in terms of the nonstandard time basis. At t = 1, z crosses
zero. This causes an event on up(z) at t = 1 + ∂, which causes an immediate
reset of x, from −1 to 1. This then causes an event on up(x) at t = 1 + 2∂,
which triggers an immediate reset of y, from −1 to 1. Now there is an event on
up(y) at t = 1 + 3∂, which causes an immediate reset of x, from 1 to −1. And
so on, in the nonterminating loop shown in the figure.

Observe that the cascade of successive resets lasts for all t ∈ T, t ≥ 1. In
particular, since T is dense in R+, time progresses to infinity as desired. Such
an example cannot be given a semantics in the super-dense time semantics with
R+ × N as time index set. As another, more formal reason for rejecting this
program, we observe that it possesses no standardization. See [6] for suggestions
on how to perform compile-time analyzes of this kind.

ẋ = 0 reset 1 every up(z) init − 1
ż = 1 init − 1

Table 4: A simplification of the program of Table 2.

A variation of the program of Table 2 is shown in Table 4, where we removed
y and the equation defining it and adapted the resets accordingly. While just
a minor variation, this program is much less problematic as it only involves a
single cascade of two successive zero-crossings: one on z, which triggers another
immediately on x with no further effects.

The nonstandard semantics provides an elegant way to define the semantics of
both programs and then to analyze them. For the first program, the nonstandard
semantics reveals an infinite cascade of resets that diverge to infinity and thereby
preclude standardization. In contrast, the second example can be standardized
using super-dense time to encode the two successive resets without any physical
time passing. See [6] for further details.

The nonstandard semantics is not only useful for treating cascades of succes-
sive zero-crossings, but also for encoding some kind of symbolic understanding
of ODEs in a compiler. This is achieved by defining the nonstandard derivative
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of a signal as follows, where ≈ means equality up to an infinitesimal:

ẋ ≈ 1
∂ (x− •x)

which yields, for the ODE

ẏ = f(x, y) (2)

the nonstandard semantics:

y = •y + ∂ · f(x, y) (implicit Euler scheme)
y = •y + ∂ · f(•x, •y) (explicit Euler scheme)

(3)

If f is smooth17 then the two schemes can be seen to be equivalent. Yet the
explicit scheme in (3) is always well defined for any f , whereas ODE (2) re-
quires smoothness conditions for the existence and uniqueness of solutions. The
mathematics of nonstandard analysis yields the following kind of result:

Pseudo-Theorem 1 Under smoothness conditions on f ensuring existence and
uniqueness of the solutions of ODE (2), any of the two schemes of (3) possesses
the solution of (2) as its standardization, irrespective of the particular choice of
infinitesimal time step ∂.

In [6], this result was extended to hybrid systems with finite cascades of mode
changes. The target of the standardization is then the super-dense time R+×N,
used to index the finite cascades.

statement nonstandard semantics

(i) y = f(x) y = f(x)

(ii) ζ = up(x) •ζ = [•x < 0] ∧ [x≥0]

(iii) ẏ = x reset z init y0

y = if z present then z
else if not init then •y + ∂ · •x
else if init then y0

(iv) z = x every ζ init y0
z = if ζ present then x

else if init then y0

(v) z = pre (x) init z0

x has discrete clock τz = {0, t1, t2, . . .}
z has same clock as x
ztn = xtn−1 if n > 0, z0 given

Table 5: The SimpleHybrid kernel language and its nonstandard data-flow
semantics, using notation (1) and the explicit Euler scheme of (3).

Using this technique we can now formulate a full nonstandard semantics
for the SimpleHybrid minilanguage, which is presented in Table 5 using the

17 Following the usage in mathematics, the vague term “smooth” is used here to denote
specific conditions that must be stated for the invoked property to hold. This term
can thus mean “continuous”, “Lipschitz”, etc., depending on the case.
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Model Σ
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Gf (s)
e

Relay Gp(s)
y

−1

Filter
Gain

changer

Fig. 6: Self-Oscillating Adaptive System (adapted from [3, Figure 10.7])

notation (1). The interest of this semantics is that it has the familiar form of
a transition system. It is thus amenable to causality analysis—indicating which
signal depends on which others—a key intermediate step in formally developing
execution schemes, see [4,5,6,8] for illustrations on hybrid systems.

4 Zélus, a Proof-of-concept Tool Development

The ideas described in the earlier sections have been developed together with a
prototype language called Zélus and its compiler18 [8]. A type system is used to
distinguish continuous-time and discrete-time elements and to reject the type of
invalid combinations discussed in Section 2.2, and a run-time system exploits the
kind of code slicing described in Section 3.1 to interface with off-the-shelf ODE
solvers (in particular Sundials CVODE [20]). The details of the base language
are presented in [4] and extended to hybrid automata in [5].

The goal of Zélus is to support the programming of embedded systems and
the modeling of their physical environments in a single language. It does not
handle acausal dynamics such as specified using Differential Algebraic Equations
(DAEs). It is a synchronous language, in the style of Lustre with hierarchical
automata, and conservatively extended with ODEs.19 The compiler is struc-
tured as a sequence of stages: early ones perform static verifications, later ones
perform traceable source-to-source transformations to prepare the program for
slicing. Static verifications include discrete/continuous type checking, a causality
analysis that reject programs that cannot be computed sequentially, an initial-
ization analysis [11] that reject program whose semantics may depend on the
value of uninitialized delays. The final stage produces imperative code for the
solver-handled and discrete-handled parts.

We will sketch the basic concepts of Zélus using an adaptation of the Self-
Oscillating Adaptive System described in [3, §10.3] and shown in Figure 6. The
system seeks to have the output y of a process Gp(s) follow a set-point ym
given by a reference model using relay control and negative feedback. A lead
network Gf (s) is included to decrease the amplitude of oscillations without sac-

18 http://zelus.di.ens.fr
19 Lustre is the basic language of SCADE.

http://zelus.di.ens.fr
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rificing the response speed, and a gain changer is added to further improve
performance. This example mixes continuous behaviors and discontinuities.

let hybrid siso1o (a, b, c, d, u) = y
where
rec der x = a ∗. x +. b ∗. u init 0.0
and y = c ∗. x +. d ∗. u

let hybrid relay (d, e) = u where
automaton
| High →

do u = d until up(−. e) then Low
| Low →

do u = −. d until up(e) then High

let hybrid gain changer (d1, d2, e l, e) = d where
automaton
| High →

local t in do
der t = 1.0 init 0.0
and d = d2 +. (d1 −. d2) ∗. exp(−.t)

until up(abs float e −. e l) then Normal
| Normal →

do
d = d1

until up(e l −. abs float e) then High

ṫ = 1 init 0
d = d2 + (d1 − d2) · e−t

d = d1

up(|e− el|) up(el − |e|)

Fig. 7: Zélus functions for the Self-Oscillating Adaptive System example

The transfer functions Gf (s) and Gp(s) are defined by instantiating basic
single-input single-output functions, like the first-order version named siso1o

in Figure 7. The relay model is also shown in the figure, it is programmed in
relay as a hybrid automaton that changes state when the input e changes from
positive to negative or vice versa. The gain changer is also programmed as a
hybrid automaton. The source code is shown in the function gain changer; a
graphical representation is shown to its right. The state labeled High defines a
local variable t used to model an exponential reduction in d from a high gain
d2 to a standard gain d1. The gain changer is readily composed with the relay:

u = relay (gain changer (0.5, 0.1, 0.1, e), g f e)

5 Perspectives: beyond ODE, beyond non-Zeno, and
using multi-solvers

5.1 Beyond ODEs

So far we have only discussed hybrid systems involving ODEs, as is the case for
the combination of Simulink/Stateflow.
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Yet ODEs are insufficient for modern hybrid system modeling. As a simple
explanation, consider electrical circuits made by assembling predefined compo-
nents, i.e., predefined smaller circuits. Composing such circuits is naturally ex-
pressed using balance equations, namely the Ohm and Kirchhoff laws. In other
words, it is not known in advance which wires will be inputs and which out-
puts; this distinction is inherited from the context—the rest of the circuit—into
which a component is placed. This need was first identified by H. Elmqvist in
his thesis [17]. It holds for a number of domains of physics—electrical, mechani-
cal, hydraulic, etc. Balance equations then become the central paradigm, which
results in the need to handle so-called Differential Algebraic Equations (DAE)

F (x(n), . . . , ẍ, ẋ, x, t) = 0 , (4)

where x(n) is the nth derivative of the Rk-valued state variable x, and F takes
its values in Rp, expressing that it represents a system of p constraints involving
signals and their successive derivatives. In addition, for hybrid systems, it is not
enough to consider bilateral constraints of the form (4), one also needs unilateral
constraints (5) of the form

G(x(n), . . . , ẍ, ẋ, x, t) ≥ 0 . (5)

A unilateral constraint G represents a system of q constraints involving signals
and their successive derivatives. Any individual constraint is termed saturated if
equality holds for that constraint. The status saturated versus non saturated de-
fines two modes. In one mode, the constraint has no effect locally on the variables
whereas it acts as an additional equality constraint when the constraint is satu-
rated. Hence, when some unilateral constraint becomes saturated, then a mode
change follows since the system dynamics involves a new equality constraint.
When the system has q constraints, it may result in 2q different modes.

Causality synthesis is a new issue raised by DAE systems, where there is a
need to analyze systems to determine those signals defined by a set of equations
and constraints, i.e., which are the outputs, and those required from the context,
i.e., which are the inputs. This is standard practice in, for instance, electric
circuits. Consider the following simple example, where everything is scalar, i.e.,
R-valued:

ẋ = f(x, u)
0 = g(x)

(6)

In order to satisfy 0 = g(x), the “input” u must be constrained and thus classi-
fying u as an input is questionable; as an analysis of causality would indicate.

Index reduction [10] is another new and more subtle issue that arises in DAE
hybrid systems. Consider the two equations of system (6). At first sight, there are
only these two constraints. However, the need to consider dynamic behavior may
induce so-called latent constraints [31], i.e., constraints that are not yet visible,
but which can be made visible by, in this case, differentiating the constraint
g(x) = 0 with respect to time:

0 = g′(x) · ẋ = g′(x) · f(x, u) (7)
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where g′ is the derivative of g with respect to x. Note that (7) is not redundant
with (6), rather it is a consequence of it, through differentiation. Also, (7) makes
explicit that u is indeed constrained.

It is interesting to reconsider this reasoning using nonstandard semantics (3)
for ODEs, with the implicit Euler scheme. This gives, for (6):

x− •x = ∂ · f(x, u)
0 = g(x)

(8)

Now, since (8) is time-invariant, the second constraint also holds at the previous
instant, thus (8) is indeed equivalent to

x− •x = ∂ · f(x, u)
0 = g(x)
0 = g(•x)

(9)

The newly added third constraint is not redundant with the other two, nor
does it involve any new variables (•x was already there). Shifting this additional
constraint further into to the past yields 0 = g(••x), thereby adding one more
equation but with one more variable ••x. So, 0 = g(•x) is the missing latent
constraint. Yet it was exhibited in the discrete time form of the nonstandard
semantics. The following execution scheme goes together with (9):

– at initialization when t = 0:
1. we evaluate •x using the third equation;
2. we evaluate x using the second equation;
3. we evaluate u using the first equation.

– when t > 0:
1. we know from instant •t that 0 = g(•x) holds at the current instant t;
2. we evaluate x using the second equation;
3. we evaluate u using the first equation.

Making latent constraints explicit, referred to as index reduction, requires con-
sidering a bipartite graph whose two types of vertices are the variables of the
program and the equations of the program. An edge exists between a variable
and an equation when the variable occurs in that equation. For DAEs in hy-
brid systems, index reduction is mode dependent, and each edge of the bipartite
graph must be labeled with a predicate characterizing the modes in which it ap-
plies. This type of analysis turns out to be very similar to the mode-dependent
causality analyzes developed for the compilation of synchronous languages, and
especially that of Signal [7].

5.2 Beyond non-Zeno

In the analysis of hybrid systems, the accumulation of an unbounded number
of mode changes in finite time, so-called Zeno behavior, is viewed by computer
scientists as problematic. It is indeed true that a computer control system should
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Fig. 8: Moreau’s Sweeping Process [21,2]. The red inward pointing arrow indi-
cates the normal contact force applied to the ball.

not exhibit Zeno behaviors, in that a system should stay in a given mode for
some “minimum” amount of time. The examples of Figure 4, however, reveal
that physical systems subject to unilateral constraints may not be as easy to
treat—it may not be possible to exclude some Zeno behaviors.

Figure 8 shows one of the simplest examples that exhibit a near-Zeno sit-
uation. The figure shows a rectangular table—seen from above—carrying two
configurations of a two-body system comprising a white, convex cavity that
contains an unimpeded black ball. The cavity can freely move and change its
shape, whereas the ball only moves in response to the forces at the boundary
of the cavity. In the configuration at left, the ball is not moving since it is not
touching the cavity boundary. In the configuration at right, however, the ball is
subject to contact forces normal to the boundary that keep it within the cavity.
A near-Zeno situation occurs when the ball approaches the corner of the cavity.
Moreau’s Sweeping Processes [21,2] are global discretization schemes that ignore
mode change events, as when the ball hits or leaves the boundary. Variations on
the basic scheme have recently been developed by V. Acary and coworkers 20 for
the modeling of hair, see Figure 4.

The principles behind these schemes can be explained with reference to Fig-
ure 9. Suppose the system starts in an initial state where the ball is strictly inside
the cavity and thus motionless. Now, if a step occurs in which the cavity moves,
there are two possible cases. In the first, the ball is still inside the cavity and thus
the step is complete. In the second, the ball would now be outside the cavity; a
situation which must be corrected by projecting the ball on the cavity. Events of
hitting are not computed by this scheme. It may be that the “exact trajectory”
hits or leaves the boundary several times during the discretization step. Still, it
can be proved [21,2] that this scheme converges to a unique trajectory, for this
two-body system, provided the cavity moves smoothly enough.

The availability of such high-performance solvers strongly suggests using slic-
ing for hybrid systems execution engines, since only a sliced engine can easily
host a best performing solver for a particular class of applications. This fact also
shows that the clock ζS of slicing depicted in Figure 5 is not simply the collection
of all mode change events. Some events remain local to a considered subsystem
and do not trigger other actions: they should not cause switching between the C

20 http://bipop.inrialpes.fr/people/acary/

http://bipop.inrialpes.fr/people/acary/
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Fig. 9: Moreau’s Sweeping Process [21,2]. Left: original position. Top right: first
case, shifting the cavity from dashed to solid. Bottom right: second case, shifting
the cavity from dashed to solid; projection is needed.

and D modes. On the other hand, when such events are used to synchronize ex-
ternal actions, they must cause switching from the C mode to the D mode. The
discrete/continuous typing system must be adjusted to take this into account.

5.3 Using multi-solvers

Existing hybrid systems modelers use a single global solver. Thus all parts of a
system share the same discretization scheme. Consider a situation in which two
subsystems do not interact at the specification level, i.e., their respective systems
of equations do not share any variables. Nevertheless, when they are simulated
with a single solver, the time scales of one system can influence the execution
of the other since both share the same discretization scheme. In such a trivial
case, an easy solution consists in using two independent solvers running asyn-
chronously, one for each subsystem, and only synchronizing to plot the results.
Less trivial situations can be handled in a similar way, e.g., when the influence
between two subsystems is unidirectional—S1 influences S2 but not conversely.
Compile time analysis can identify such situations. Multi-solver simulation may
also be considered when bi-directional interactions only occur at some discrete
events, or when the time scales of different systems are drastically separated.
Both cases, however, result in approximations, not just a restructuring of exe-
cutions. This is beyond what a compiler can do at the present time.

6 Conclusion

Modeling tools for hybrid systems are widely used in engineering. They are, of
course, central to the design of CPS. Despite the wide use of such tools, they
still face some embarrassing problems, sometimes resulting in spurious behaviors
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for some models. Also, for the tools supporting DAEs, state explosion remains
a problem when the number of modes in the hybrid systems becomes large.

We have reviewed some unnoticed challenges related to hybrid systems mod-
eling. We first advocated an effort in theory, very much like the effort that was
performed in the past by the community of synchronous languages. We believe
that nonstandard semantics has many advantages for this task. Then, we ob-
served that the community of numerical analysis is still making huge progress
in dedicated solvers for specific application areas. This, we believe, speaks in
favor of a modular approach to the design of hybrid systems modelers, in which
DAE/ODE solving is delegated to the best available tools, and the handling
of discrete events of mode changes is coordinated by a new generation of syn-
chronous language engines, able to manage the new kinds of causality analysis
needed not just for functions but also for constraints.
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and recycle: types and compilation for a hybrid synchronous language. In Jan
Vitek and Bjorn De Sutter, editors, LCTES, pages 61–70. ACM, 2011.

5. Albert Benveniste, Timothy Bourke, Benôıt Caillaud, and Marc Pouzet. A hybrid
synchronous language with hierarchical automata: static typing and translation to
synchronous code. In Samarjit Chakraborty, Ahmed Jerraya, Sanjoy K. Baruah,
and Sebastian Fischmeister, editors, EMSOFT, pages 137–148. ACM, 2011.

6. Albert Benveniste, Timothy Bourke, Benôıt Caillaud, and Marc Pouzet. Non-
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