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The goal of this TP is to study how to configure the platform to expose different important
features of Hadoop (e.g., data replication, speculation, etc). Then, we shall examine how this
tuning impacts on the overall performance (e.g., execution time). We suppose you have an
Hadoop cluster already deployed.

Exercise 0: Grid’5000 Quick Deploy

To quick deploy Hadoop you can retrieve the script and the image avail-
able at /home/alpagliari/public/yarn_deploy, you will find three files:
DeployHadoopYarn.sh, hadoop-yarn-image.tgz and hadoop-yarn-env.yaml.

Copy those files to your home or move to that folder, then:

• Reserve 3 nodes

• Deploy the image with:

kadeploy -f $OAR_FILE_NODE -a hadoop-yarn-env.yaml -k

• Run the script: ./DeployHadoopYarn.sh

Check that everything is correctly up and running.

Exercise 1: Yarn resource management

Question 1.1

Different from Hadoop 1.x, in newer versions of Hadoop we don’t have map/reduce
slots, but we have Yarn as a resource manager that places containers. Containers are
used for both map and reduce tasks, and the number of containers that can be placed
by Yarn is given by the total amount of resources of the cluster. Every container can be
of variable size, in terms of CPU cores and memory used, depending on the application
demands.
If not specified otherwise, for Yarn, every node in the cluster have by default 8 vCores
and 8GB of RAM. You can check those values from the web interface.
To specify the real resources of each node, it is necessary to specify the configurations on
the etc/hadoop/yarn-site.xml, respectively for total vCores and memory:
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<configuration>
<property>

<name>yarn.nodemanager.resource.cpu-vcores</name>
<value>8</value>

</property>
<property>

<name>yarn.nodemanager.resource.memory-mb</name>
<value>8192</value> (the value is in mb)

</property>
</configuration>

Try to configure the two values on every worker node, based on the actual node
resources. Be careful, when configuring the memory you should leave some memory
free for the system, 1GB should be enough.

Restart the hadoop cluster and check if the configuration changed the values on the web
interface.

Question 1.2

By default, when scheduling a new Job, Hadoops’s scheduler will request to the resource
manager 1GB and 1 vCore for each map and reduce task. These values can be increased
in the etc/hadoop/mapred-site.xml file, the following is an example for the map tasks:

<configuration>
<property>

<name>mapreduce.map.cpu.vcores</name>
<value>1</value>

</property>
<property>

<name>mapreduce.map.memory.mb</name>
<value>1024</value> (the value is in mb)

</property>
</configuration>

Try to run the wordcount benchmark on a large dataset (e.g. 10GB or 20GB), check
the execution time and the number of used containers for the job. Now change the
parameters above for both map and reduce tasks, increase the required resources (e.g. to
2GB of memory and 2 vCores) and rerun the benchmark, did something change?
You can try different configurations, but remember that vCores can’t exceed the node
total amount of available vCores, and the memory value must be between 1GB and 8GB
per task (the upper bound can be modified in the yarn configurations, but that’s out of
scope of this TP, if you are interested you can go check in the Hadoop documentation).
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Exercise 2: HDFS optimization

Question 2.1
The HDFS chunk (block) size is the smallest unit of data that the file system can store.
This value has an influence on the MapReduce jobs execution. HDFS is meant to handle
large files. If you have small files, smaller block sizes are better. If you have large files,
larger block sizes are better.
Let’s focus on the latter case. A large chunk size offers several important advantages.
First, it reduces clients’ need to interact with the master because reads and writes on the
same chunk require only one initial request to the master for chunk location information.
The reduction is especially significant for our workloads because applications mostly
read and write large files sequentially. Second, since on a large chunk, a client is more
likely to perform many operations on a given chunk, it can reduce network overhead by
keeping a persistent TCP connection to the chunkserver over an extended period of time.
Third, it reduces the size of the metadata stored on the master. This allows to keep the
metadata in memory, which in turn brings several advantages. Finally, the chunk size
directly impacts on the number of map tasks, as the input data is split into several blocks
(of chunk size), each assigned to a map task.

Clearly, the chunk size is a crucial factor for Hadoop performance. Currently, the
default block size in Hadoop is set to 128 MB. To change the block size for new files, you
can update the etc/hadoop/hdfs-site.xml file:

<configuration>
<property>

<name>dfs.blocksize</name>
<value>67108864</value> (This value is equal to 64MB)

</property>
</configuration>

Use the dataset of 1000MB and run both benchmarks using different block size (i.e., 5,
10, and 20MB).
See the execution times, what can you observe?

Question 2.2
Setting replication factor to 2 and 3. Replication is Hadoop is essential to achieve (1)
fault-tolerance and (2) data locality when executing map tasks. Which file in the conf
folder we should modify and how? Please set the replication factor to 3.

Use data set of 5GB and run wordcount benchmark using different replication factor (i.e.,
1 ,2 and 3). Use the default block size (128MB) See the execution times and the achieved
data locality, what can you observe?

3



Exercise 3: MapReduce optimization

Question 3.1
MapReduce masks slow nodes by launching a speculative copy of its task on another
machine. To enable this feature (here for map task), in etc/hadoop/mapred-site.xml
add:

<configuration>
<property>

<name>mapreduce.map.speculative</name>
<value>true</value>

</property>
</configuration>

To disable this feature set the value to false. Try to enable speculation for both map and
reduce tasks.

Use data set of 5GB and run wordcount benchmark using block size (i.e., 128MB) and
the default replication factor (3) with speculation enabled and disabled (try to log-in one
node and write a program to overload the CPU or the disk). See the execution times, the
number of speculative copies, and average (maximum) task runtimes for both map and
reduce tasks, what can you observe?

Question 3.2

To set the fraction of the number of maps in the job which should be complete before
reduces are scheduled for the job.

<configuration>
<property>

<name>mapreduce.job.reduce.slowstart.completedmaps</name>
<value>0.05</value>

</property>
</configuration>

Use the Data set 2GB and run both benchmarks using different values (i.e., 0.05, 0.5 and
1). See the execution time, what can you observe?
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